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Rust 프로그래밍 언어
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• 메모리 오류 / 순서 충돌(data race) 오류를 타입으로 잡아내는 프로그래밍 언어 

• Rust 컴파일러는 세상에서 가장 유명한 메모리 오류 / 순서충돌 분석도구

주요 소프트웨어 기업들이 Rust 사용 기존 C 코드를 Rust 로 옮기려는 연구 진행됨



Rust 컴파일러에는 버그가 많다
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고장 이슈 604개 안전성 이슈 75개 컴파일 실수 30개

* 2026년에 생성된 이슈 수



이전 연구: 크래시 버그 잘 찾는 마구실행기(fuzzer)
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기존의 마구실행기

마구생성할 때 
 재료코드의 컴파일 맥락  

무시

우리의 새 마구실행기

마구생성할 때 
 재료코드의 컴파일 맥락  

활용

Fig. 3: Average ICE locations discovered over time.

Fig. 4: Overlap of discovered ICE locations among three
runs.

API call completes), and compilation is performed separately
and is not counted toward the 72-hour budget.

B. RQ1: Effectiveness of RUSTC-FREEZER

Overall Results. Figure 3 plots the cumulative number of
unique ICE locations discovered over time (averaged across
three runs), and Figure 4 shows their overlap (union across
three runs). RUSTC-FREEZER substantially outperforms all
baselines: it leads throughout the run, averaging 116.3 unique
locations per run versus 67.7, 19.0, 13.0, and 8.7 for Icemaker,
Fuzz-rustc, RUST-TWINS, and CLOZEMASTER. It also discov-
ers the most locations overall (142 of the 154 found by any
tool) and the most found exclusively (61, versus 6, 5, 1, and
0 for the others). Notably, the Icemaker baseline is already an
optimized version whose fuzzing throughput we improved by
more than 4→ (Section V-A), so the true gap is likely larger.

The LLM-based tools (CLOZEMASTER, RUST-TWINS) un-
derperform mainly due to low throughput: roughly 1,700
and 670 cases per hour, against over 200,000 for Icemaker
and RUSTC-FREEZER. Even allowing for CLOZEMASTER’s
reported 22% gain from fine-tuning [17] (an estimated 11
locations per run), they remain far behind. Fuzz-rustc, despite
comparable throughput, finds fewer locations because byte-
level mutation often yields syntactically invalid inputs that the
parser rejects before deeper compiler passes where ICEs arise.

TABLE II: Distribution of ICE locations across rustc crates
(crates with ↑3 ICEs in any tool are shown). Tool columns:
Ours = RUSTC-FREEZER, Ice = Icemaker, Fuzz = Fuzz-rustc,

Twins = Rust-Twins, Cloze = ClozeMaster.

Crate Ours Ice Fuzz Twins Cloze

rustc_hir_analysis 24 12 3 2 2
rustc_middle 23 11 3 4 2
rustc_trait_selection 14 7 6 2 3
rustc_const_eval 12 11 2 2 0
rustc_hir_typeck 11 5 2 1 0
rustc_type_ir 10 5 2 2 0
rustc_borrowck 6 6 1 2 1
rustc_lint 5 3 0 0 1
rustc_ty_utils 4 3 1 1 0
rustc_next_trait_solver 4 1 1 0 0
rustc_infer 3 2 1 1 1
rustc_mir_transform 3 2 1 2 2
rustc_codegen_ssa 2 3 0 1 1
Others 21 11 5 2 2

Total 142 82 28 22 15

Fig. 5: Venn diagrams illustrating the number of triggered
ICE locations by RUSTC-FREEZER and Icemaker across

three rustc versions.

Distribution of Found ICEs across Compiler Crates.

Table II shows how discovered ICE locations distribute across
rustc’s crates, the compilation units that each handle a compi-
lation phase or provide shared infrastructure. The majority of
ICEs concentrate in crates related to type checking and trait
resolution: rustc_hir_analysis and rustc_hir_typeck

are related to type checking on item signatures and
function bodies, respectively; rustc_trait_selection re-
solves trait obligations and associated type projections;
rustc_type_ir defines the shared type-system representation;
and rustc_middle provides the core data structures that
nearly all other crates depend on. RUSTC-FREEZER finds
roughly twice as many ICEs in each of these crates as
Icemaker, which we attribute to compilation context-aided
mutation stressing these type-checking passes more than plain
tree-splicing.

Generalizability across rustc Versions. To assess whether
the observed advantage generalizes across rustc versions,
we conducted additional 72-hour runs of RUSTC-FREEZER
and Icemaker on rustc 1.87.0-nightly (2025-03-01) and
1.89.0-nightly (2025-06-01), with seed and fragment pools
reflecting each version’s repository state. These runs used an
8-core machine with a single trial per version, differing from
the main experimental setup; however, since both tools ran
under identical conditions within each version, the relative
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버그를 더 빠르고 다양하게 찾음

새 버그 109개 찾아 제보했고, 
 

그 중 61개는 Rust 컴파일러  
공식 테스트케이스에 추가됨



진행중인 연구: 불안전한 버그 잘 찾기
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불안전 버그가 있으면  
모르는 동작 있는 프로그램이  

컴파일에 성공
1.  #![forbid(unsafe_code)]
2.  fn main() {
3.    let mut a = (Some(&42u64), 0u8);
4.    let mut b = (None::<&u64>, 0u8);
5.    let mut p = &mut a;
6.    match p.0 {
7.      Some(_) if { p.1 = 1; p = &mut b; false }  
                                => unreachable!(),

8.      Some(r) => println!("{:?}", p.0),
9.      None => unreachable!(),
10.   }
11. }

최신 버그 코드*

* #160599

p.0  값 패턴매칭 결과: "Some(r)" 
p.0  값 출력 결과: "None"



진행중인 연구: 불안전한 버그 잘 찾기
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아직 CPU-자동화된 테스트 방법은 없음 
사람이 직접 설계하거나 AI 전문요원 활용

Antropic 수석 보안 연구원 Nicholas Carlini 가 

최근 한 달 동안 10개의 안전성 버그 보고
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타입 시스템 구현 테스트하기

진행중인 연구: 불안전한 버그 잘 찾기

Rust 의 복잡한 실행흐름과  
메모리 사용패턴들을 테스트

AI-전문요원 에게  
테스트 맡겨놓기


